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Introduction

We study the optimization problem:

n
subject to Z A;jx; = 0. (1)
1=1

n
minimize  f(z) := ; filz;)
e Functions f; : R — R U {oo} are strongly convex with constant z; > 0

e Vector b € R™ and matrices A; € R™*"i are problem data.

e We can write = = [z1,...,2,) € RN, A=[Ay,..., Ay], withz; ¢ RNiand N = 37 | N;
e We assume a solution to (1) exists

What’s new?!

1. Present a new Flexible Alternating Direction Method of Multipliers (F-ADMM) to solve (1).
e For strongly convex f;; for general n > 2; uses a Gauss-Seidel updating scheme.
2. Incorporate (very general) regularization matrices { P} ,

e Stabilize the iterates; make subproblems easier to solve
e Assume: {F;}' ; are symmetric and sufficiently positive definite.

3. Prove that F-ADMM is globally convergent.
4. Introduce a Hybrid ADMM variant (H-ADMM) that is partially parallelizable.
5. Special case of H-ADMM can be applied to convex functions

A Flexible ADMM (F-ADMM)

Algorithm 1 F-ADMM for solving problem (1).
1: Initialize: :z;<0), y(o), parameters p > 0, v € (0,2), and matrices {7} ,
2: fork=0,1,2,... do
3: for: =1,...,n do Update the primal variables in a Gauss-Seidel fashion:

1—1 n (k)
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4: end for

5. Update dual variables: y**1) « y(k) — ~p(Azk+1) — p)
6: end for

Theorem 1. Under our assumptions the sequence {(z'*), y*))},~ generated by Algorithm 1
converges to some vector (x*,y*) that is a solution to problem (1).

A Hybrid ADMM (H-ADMM)

F-ADMM is inherently serial (it has a Gauss-Seidel-type updating scheme)

Jacobi-type (parallel) methods are imperative for big data problems

Goal: find a balance between algorithm speed via parallelization (Jacobi) and allowing up-
to-date information to be fed back into the algorithm (Gauss-Seidel).

e Apply F-ADMM to “grouped data” and choose the regularization matrix carefully

e New Hybrid Gauss-Seidel/Jacobi ADMM method (H-ADMM) that is partially parallelizable
Group the data: Form ¢ groups of p blocks where n = /p

T = |T1,...,Tp | Tpyl,-- T2 | .. | x(f—l)p+1"°$n]
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and
A:[i41,...,A]3|i4p+1,...,A28 I A(ﬁ—l)p+1---An]
Ay As Ay

Problem (1) becomes:

/ /
m:ivréi{{njivze flx) = Z fi(x;) subject to Z Aix; =b. (2)
7=1 1=1
Choice of ‘group’ regularization matrices {P;} , is crucial: Choosing
P; := blkdiag(Ps, .. .., Ps, ) — pAl A, (3)

(indexsetS; ={(i—1)p,...,ip} for 1 <i < ¢) makes group iterations separable/parallelizable!

Algorithm 2 H-ADMM for solving problem (1).

: Initialize: (), y(0), p > 0 .and v € (0,2), index sets {S;}¢_,, matrices {P,}7_,.
2: fork=0,1,2,... do

3: for:=1,....7(in a serial Gauss-Seidel fashion solve) do

i ()
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for j € S; (in parallel Jacobi fashion solve) do
k+1 . p k 1 k
o Pecargmin { f(x;) + 5114 x; — 2) = il + Sle; — 2 }
end for
end for
Update the dual variables: 1) « ylk) — ~p(Az(E+D) — p),
. end for
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Key features of H-ADMM

e H-ADMM is a special case of F-ADMM (Convergence is automatic from F-ADMM theory)
e Groups updated in Gauss-Seidel fashion; Blocks within group updated in Jacobi fashion
— Decision variables z; for j € S; are solved for in parallel!
e Reqgularization matrices P;:
— Never explicitly form P; for: =1,...,¢. Only need Py, ..., P,

— Regularization matrix P; makes subproblem for group ngH) separable into p blocks
— Assume: Matrices P; are symmetric and sufficiently positive definite

e Computational considerations

— “Optimize” H-ADMM to number of processors: For machine with p processors, set group
size to p too!

— Still using “new” information, just not as much as in ‘individual block’ setting

— Special Case: Hybrid ADMM with ¢ = 2, = convergence holds for convex f;

A Flexible ADMM for Big Data Applications

Numerical Experiments

Determine the solution to an underdetermined system of equations with the smallest 2-norm:

1
minimize ||| subject to Az =b. (4)
reRN 2

e n = 100 blocks; p = 10 processors; ¢ = 10 groups; block size N; = 100 Vi;

e Convexity parameter 1; = 1 Vi; A is 3 - 10° x 10* and sparse; Noiseless data

e Algorithm parameters: p = 0.1, v = 1; stopping condition: || Az — b[|3 < 10710,
Choosing P; = 7,1 — pAJTAj Vj € S;, for some 7; > 0, gives
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We compare F-ADMM and H-ADMM with Jacobi ADMM (J-ADMM) [1]. (J-ADMM is similar
to F-ADMM, but the blocks are updated using a Jacobi-type scheme.)

Results using theoretical 7; values

Magnitude of tau for each block
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Left plot: A plot of the magnitude of 7; for each block 1 < ;7 < n for problem (4). The 7; values are much smaller for H-ADMM and
F-ADMM, than for J-ADMM. Larger 7, corresponds to ‘more positive definite’ regularization matrices P;. Right table: Number of
epochs required by J-ADMM, F-ADMM, and H-ADMM for problem (4) using theoretical values of 7; for j =1, ..., n (averaged over
100 runs). H-ADMM and F-ADMM require significantly fewer epochs than J-ADMM using theoretical values of 7;.

Results using parameter tuning

Parameter tuning can help practical performance! Assign the same value 7; for all blocks

j=1,...,nand all algorithms. (i.e., 71 = =--- = 7.)
i |J-ADMM|H-ADMM|F-ADMM
o|Al4 5300 @ 526.3 | 526.2
0.6-L||A[* 3240 3201 @ 319.9
0.4- LAY 2177 | 2145 | 2141
022-ZAIY 1231 | 119.3 = 119.0
02 LA+ — 958 | 955
0.1 LAY — 753 | 73.0

The table presents the number of epochs required by J-ADMM, F-ADMM, and H-ADMM on problem (4) as 7, varies. For each 7; we
run each algorithm (J-ADMM, F-ADMM and H-ADMM) on 100 random instances of the problem formulation described above. Here,
7; takes the same value for all blocks j =1, ..., n. All algorithms require fewer epochs as 7; decreases, and F-ADMM requires the
smallest number of epochs.

e As 7; decreases, number of epochs decreases
e For fixed 7; F-ADMM and H-ADMM outperform J-ADMM
e F-ADMM converge for very small 7; values
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