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Task

We are interested in minimizing a loss function f (x), x ∈ Rd

defined as

f (x) =
1
n

n∑
i=1

fi(x).

The minimizer of this function is written as

x∗ = arg min
x

f (x)
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Stochastic Gradient Descent (SGD)

SGD picks a random i and uses a stochastic update:

x t+1 = x t − ηt f ′i (x
t).

Convergence (in expectation) is guaranteed if Ei [f ′i (x
t)] = f ′(x t)

but SGD suffers from a high variance.
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Figure : Credit: Martin Jaggi
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Variance reduction

SAGA, SVRG, S2GD,... belong to a family of generalized SGD
algorithms that exhibit lower variance and use the following
update:

x t+1 = x t − ηv t , where E[v t ] = f ′(x t)

Convergence analysis considers

E‖x t+1 − x∗‖2 = E
∥∥x t − ηv t − x∗

∥∥2

= ‖x t − x∗‖2 − 2η
〈
x t − x∗, f ′(x t)

〉︸ ︷︷ ︸
Progress term

+η2 E
∥∥v t∥∥2︸ ︷︷ ︸

Variance
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Bound for SAGA-style updates
Introduce a correction term for f ′i denoted gi(φ

t), so that

v t := f ′i (x
t)− gi(φ

t) +
1
n

∑
i

gi(φ
t).

The variance term vanishes as we convergence to the
optimum.

Figure : Credit: Chong Wang, 2013
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Generalizing SAGA updates

Propose to generalize the correction to a weighted (convex) sum
of the following type:

gi(φ
t) =

∑
j

τij f ′j (φ
t
j ), with

∑
j

τij = 1 (∀i), τij ≥ 0 (∀i , j)

Set τij = δij to recover SAGA
Exploit some clustering
structure in how to chose τ
In our algorithm, we use
τij ∈ {0,1}, i.e. selection of
one ”neighbor” j whose
`2-distance from i is less than ε

✏
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Neighbourhood watch

Convergence within an ε ball to the optimum
Open question: How can we get ε→ 0?
Experiment on three datasets show significant gains compared to
SGD and SAGA.
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Thank you very much for your attention

Come to our poster!
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