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- 1. OVERVIEW N 4. ITERATION COMPLEXITY N

We extend the work of Richtarik and Taka¢ [1] and present a block coordinate descent method that employs We hope to guarantee that our algorithm will converge. For ICD, if we take at least K iterations where:
inexact updates applied to the problem of minimizing the convex composite objective function
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where f is smooth and convex and ¥ is convex, (possibly) nonsmooth and (block) separable. In this work we: then P(F(xx) — F* < €) > 1— p. i.e., we are within  of the minimum F* with probability exceeding 1 — p.

where: € is the accuracy, p is the confidence, a, 7 > 0 are measures of the inaccuracy in the update and ¢

e Introduce the Inexact Coordinate Descent (ICD) Method
is a constant depending on the number of blocks n and a (weighted) measure of the initial residual.

e Provide convergence guarantees (iteration complexity results)

e Study the special case where f is quadratic and ¥ = 0: e These results generalise those for exact CD. If & = 3 = 0 then the exact complexity results are recovered!

— Find the block update via conjugate gradients e This result can be simplified in the strongly convex and smooth cases.

— Use preconditioning to accelerate the update step

Why is this work important?
We can compute inexact updates more quickly! _
= Reduction in the algorithm running time! Randomized coordinate descent in 2D.

5. PRECONDITIONING

For f = %HAX — bH% and ¥ = 0, (2) simplifies, so at every iteration of ICD, the update t is found by solving

AT Ait = —AT (Ax — b), (3)
2. MOTIVATION & APPLICATIONS

Optimization problems are becoming increasingly large and new tools and algorithms are needed to solve them
efficiently. Coordinate descent (CD) methods are a natural choice for very large-scale problems because:

where A; = UI-TA. We assume that AI-TA,- ~ 0.

e Exact CD = Solve (3) using direct methods (matrix factorizations)
¢ ICD = Solve (3) using iterative methods (Conjugate Gradients CG) FASTER!

e their memory requirements are low

- ey leve lews per ereiien compliaiions cost Question: How can we solve (3) even faster? Use preconditioning!

e they take advantage of the underlying block structure Rather than finding the update via (3), for P; &~ AI.TA,- we solve

731.—1 AI.TA,-t = PlflA,-T(Ax — b). (4)
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The preconditioned matrix 77,-_1AITA,- should have better spectral properties than A,-TA,-, (i.e., eigenvalues
clustered around one) which significantly speeds up the convergence of CG. (See Figure 2.)

6. NUMERICAL EXPERIMENTS

In these numerical experiments we let f = %HAx—bH%, W = 0 and assume that A has block angular structure:

§ _ - - e From (3): AI-TA,- = C,-TC,' + D,-TDi-
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Experiment 1: In the first experiment we study the effect of preconditioning on the clustering of eigen-
values. Figure 2 shows the distribution of eigenvalues of the original matrix AI-TA,- and the preconditioned

matrix 77,-_1/\,-7—/\,- where P; is defined in (5), for both C; tall and C; wide.
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3 : T H E A LG O R I T H M Figure 2: The distribution of eigenvalues before and after preconditioning where A has block angular structure (for a random block A;). In the left plot C;

is tall and in the right plot C; is wide (p = 1072). In both cases the clustering of eigenvalues is greatly improved after the application of the preconditioner.
Most of the eigenvalues are 1 (C; tall) or ~1 (C; wide), and the extremal eigenvalues are pulled towards 1.

Variants of coordinate descent methods differ in 2 key ways: Experiment 2: In the second experiment we compare the algorithm runtime using either an exact or an inex-

act update. For ICD we use CG to compute the update and present results with and without preconditioning
(solving (4) or (3) respectively). There are n = 10 blocks and noise is added to the vector b.

1. How they choose the block to update =- ICD chooses the block randomly

2. How they find the update = |CD minimizes an overapproximation of F
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2.for k = 0’ 1’ 2' ... do Figure 3: Investigating the effects of inexact updates. In the top row the size of C; is 1250 x 1000 and in the bottom row the size of C; is 990 x 1000. In

. : 3F _ both cases D; is 10 x 1000. The same number of iterations are required for both an exact and inexact update. However, an inexact update leads to a
Choose block i € {]" 2,..., n} with probablllty pi = 0 decrease in the overall algorithm running time, and preconditioning helps reduce this even further.
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Choose error level 5k for block /.

Compute the inexact update ts() to block 7 of x
k
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