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Problem Setup: Distributed Training

We address the nonconvex optimization 

problem:
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• Failing hardware
• Busy with other jobs
• Partial participation
• Inconsistencies in 
   network communications
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Motivation and the Single Device Case

t

We assume we have access to n parallel workers that 
compute stochastic gradients independently

Experiments

Time

Rennala SGD (Tyurin & Richtárik, 2024)

MindFlayer SGD: Efficient Parallel SGD 
in the Presence of Heterogeneous 
and Random Worker Compute Times

MindFlayer SGD: 
- Wait t seconds for gradient response
- If the timeout expires, resend the request

MindFlayer vs. Rennala: Experiments
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