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Problem setup

min { f(x) :=

rERA

Le~p [f(256)]}

Loss of a data sample &

The distribution of the training dataset

We have n workers available to work in parallel,

all having access to compute stochastic gradients f(z;&).

We consider the fixed computation model:

worker 7 takes no more than 7; seconds
to compute a single stochastic gradient.
Without loss of generality, 0 < 1 < <--- <71,

Assumptions
IVf(z) - Vil < Llz—yll, Vz,y € R

Ee [Vf(z;€)] = Vf(z), Vz € RY,
B¢ [IV1(2:¢) - Vi(@)|*] <o, Vo e R

f(z) > fi*! for all z € R?
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Choice of Threshold
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Time Complexity

Tame the Wild,
Ignore Old Gradients, -

Asynchronous SGD
(Koloskova et al., 2022)
(Mishchenko et al., 2022)

Ringmaster ASGD

Achieve Optimality

Lower Bound
(Tyurin & Richtarik, 2024)

1
Compute time = Compute time = Compute time =3 T = (E

Experiments

n = 6174

Computing... Computing...

IF 6 < R 102
phtl = pF — v VJ (wk_5k§§f_5k) g 10
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ELSE: IGNORE the gradient and send the current point [2* to the worker Em—ﬂ
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1
f(x) = §SETA:I} —b'x Vz € R

7; =1+ |n;| for all ¢ € [n], where n; ~ N (0, %)

d= 1729

—fe— Ringmaster ASGD: v =02, R=6
8- Rennala SGD: v=1, B=6
—— Delay-Adaptive ASGD: ~ = 0.00032
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